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Metron Technology Limited is the leading European supplier of performance management software and consultancy 
services.  Metron's Athene software is widely established as the performance software of choice by major IT vendors 
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twelve years with Metron Andrew Smith has worked with many major UK IT user organisations assisting them in 
the justification of expenditure to ensure that their systems perform to requirement 
 
 
 
This paper offers justification for the broader view of 
performance management held within Metron.  Too 
often the potential financial benefits of effective 
performance management are not achieved.  This has 
never been more true than when one is managing and 
supporting distributed systems.  The arguments in 
favour of good performance management and 
capacity planning remain as true for distributed 
UNIX and Windows NT servers as they were twenty 
years ago for mainframe systems.  The paper shows 
what that justification is and the financial benefits 
that user organisations have to gain from embracing 
the performance management approach offered.  It 
closes with examples of good practice in the field of 
performance management for distributed systems as 
observed by Metron in the recent past. 
 

Traditional EnvironmentTraditional Environment
•• One machineOne machine

•• Many staffMany staff

•• Abundant domain expertiseAbundant domain expertise

•• Long lead timesLong lead times

•• In-house developmentIn-house development
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In some ways things seemed easier for the 
performance manager in the mainframe days.  
Although the machine itself was a large complicated 
item, typically there was only one of them to manage.  
A major benefit was that we knew where it was.  It 
was so big it had to be locked away in its own room 
with a false floor and air conditioning.  IT staff could 
go in and touch it or kick it depending on how they 
felt about it at that time. 
 

There were many staff to look after it, from all 
support aspects, not just performance.  Mainframe 
support teams usually numbered a minimum of 
twenty, usually many more.  There were specialists 
for specific areas of support.  Technical support was 
divided into groups responsible just for supporting 
transaction processing systems or batch systems.  
There were specialists for discs, processor 
management and many other subdivisions.  There 
was usually a team of performance specialists, 
themselves specialising in subdivisions such as 
monitoring or capacity planning.  All support staff 
developed a wealth of expertise in their area over 
time due to this specialisation.  
 
Long lead times for change characterised the 
mainframe environment.  Software developments 
were major exercises often lasting several years from 
design to implementation.  Support staff had ample 
warning that workload change was coming down the 
line, and thus had time to prepare for that change.  
There were also long lead times for hardware change.  
This was commonly one annual upgrade to all system 
components in one change.  The planning for the next 
upgrade started when the previous upgrade had just 
been commissioned.  Hardware change was timed to 
suit a quiet spell in the business calendar, to minimise 
any disruption to service. 
 
Most applications were developed and supported in-
house.  From a performance perspective this had 
major benefits.  If the code was the cause of a 
performance problem, technical support staff could 
walk around the office and talk to the relevant 
member of the development team for that part of the 
code.  All the expertise needed to fully understand 
the interaction between application and hardware was 
there and readily available on site. 
 
The contrasts between this model of computing and 
the current distributed model are easy to see. 
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Even where a mainframe still exists, it is now 
typically supplemented by many, many distributed 
systems, usually running UNIX or Windows NT.  All 
these systems require technical support and are 
subject to the same demands for acceptable 
performance as their mainframe predecessors.  The 
job is different however.  The machines to be 
managed are geographically dispersed.  Frequently 
support staff have never seen many of the machines, 
and often do not even know precisely where they are 
located. 
 

Current EnvironmentCurrent Environment
•• Distributed systemsDistributed systems

•• MultiMulti-tasking staff-tasking staff

•• Less experienceLess experience

•• Rapid implementation Rapid implementation 

•• Packaged SoftwarePackaged Software
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Where mainframe support was characterised by 
specialisation, distributed support is broader based.  
The ubiquitous title of ‘System Administrator’ tends 
to cover all the many individual functions of 
mainframe support.  System Administrators tend to 
have responsibility for a group of machines and cover 
all support aspects for them, rather than have 
function-specific responsibility such as performance 
or batch for all machines. 
 
Distributed support staff have understandably less 
experience and detailed expertise to call on than their 
mainframe counterparts.  The operating systems 
being managed have been in existence less time.  The 
generalist focus of support means that the detailed 
specialist knowledge of individual areas does not 
develop. 
 
Knowledge development is also not possible because 
of the phenomenal rate of change for distributed 
systems.  New technologies such as Rapid 
Application Development techniques and component 
based development mean that new applications are 
developed and rolled out far faster than in the 
mainframe world.  Those responsible for 
performance have less time to prepare and understand 
the changes coming in.  Component-based hardware 
means that hardware can change more easily, more 

frequently, and in much smaller units of increase.  
The ‘big bang’ once-a-year mainframe upgrade has 
been replaced by the regular, incremental upgrading 
of processor, memory and disc. 
 
Less knowledge of applications now resides within 
the business.  The trend to packaged software for 
distributed systems means that all the development 
expertise previously in-house now resides with the 
package supplier.  Although most packages are 
extensively tailored on-site, support staff wanting to 
get to the heart of the code face a harder task.  The 
source of that expertise often is not available, cannot 
be visited and might even be resident in a different 
country, speaking a different language. 
 

Traditional EnvironmentTraditional Environment
•• Specialist productsSpecialist products

•• Specialist staffSpecialist staff

•• Complex product-functionComplex product-function
matrix matrix 

SMF/RMFSMF/RMF TMONTMON OmegamonOmegamon SAS/MXGSAS/MXG AtheneAthene
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For performance management, the traditional 
mainframe site would have a variety of specialist 
products licensed for use by the specialised staff.  On 
a typical OS/390 site for example, there would be an 
array of products offering functionality for different 
areas of performance.  Staff might make use of 
operating system utilities themselves such as SMF 
and RMF, equivalents of SAR and ACCTCOM data 
on UNIX.  Most OS/390 users owned the SAS/MXG 
software for manipulation of basic performance data.  
Operators and technical support staff would have 
access to specialised performance monitors such as 
TMON and Omegamon.  Often both would be 
installed, with different support groups using 
different products.  A formalised capacity planner 
would have access to a specialist planning package 
such as Metron's Athene. 
 
The range of job functions and products lead to 
complicated matrices of who used products for what. 
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Most mainframe organisations could draw their own 
version of the function-people matrix shown in Slide 
5. This matrix shows that Operations, Technical 
Support and Application Support all have access to  
alerting and monitoring software for example.  
Capacity Management uses Reporting software as do 
Technical Support.  This in itself is a simple 
representation.  Other functions could be added to the 
matrix, such as Development and Service Level 
Management.  Likewise other software tools such as 
benchmarking and performance engineering software 
used by many companies have been excluded from 
this example. 
 

Traditional MatrixTraditional Matrix

Alerting Monitoring ReportingPlanning

Operations
Technical

Support
Application Capacity

Functions

People
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How does this compare with the typical distributed 
environment?  There is a marked contrast largely due 
to the gamut of technical support responsibility being 
laid at the door of the poor System Administrator. 
 
The job title itself gives the clue to the problem for 
the System Administrator.  His or her job is to 
administer the system on a day to day basis.  Their 
concern is to keep the system up and running 
healthily now.  The current health of the system, the 
user’s satisfaction with the quality of service at the 
current moment in time, is the yardstick by which 
they are measured. 
 
It is no surprise then that given the full range of 
support tasks to address for the systems they manage, 
they concentrate on doing the tasks that will have the 
most immediate, short term benefit.  They know that 
they are being judged on current system performance, 
so if pressed for time, as even the best system 
administrators invariably are, they will only look at 
performance tasks that relate to current performance. 

Distributed MatrixDistributed Matrix

Alerting

Functions

Monitoring

System Administration

People
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The function-people matrix for distributed systems is 
therefore always much simpler than its mainframe 
counterpart.  The hard-pressed system administrator 
will only involve himself in alerting and monitoring.  
These are the performance activities that concern 
service quality now. 
 
The fault is not with the system administrator.  They 
are sensibly sticking to what they have been given as 
their core job objectives.  The fault lies with an 
organisational structure that also expects them to take 
care of the longer-term performance tasks without 
creating an environment where they have opportunity 
to do so. 
 
The rub is that the longer term performance tasks that 
remain unaddressed, for example reporting and 
planning, are the ones that provide management with 
the greatest financial benefit.  This is borne out by 
extensive experience within Metron and our clients, 
and supported by leading industry analysts such as 
Gartner Group. 
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In Slide 6, line A represents how service quality 
degrades as the workload running on a system 
increases.  Initially service quality will degrade 
gradually for a given workload increase.  Additional 
work is using up spare capacity within the processor 
or discs. Service levels will then degrade 
exponentially at some point as additional work starts 
to queue within the system because no spare capacity 
remains. 
 
If the service level the business must achieve is 
defined by line B, monitoring the system over time 
will show gradual change in service quality, perhaps 
not even sufficient to be noticed when viewed on a 
daily basis.  Everyone will be lulled into a false sense 
of security, unaware that at some point the same 
increment in workload will cause service quality to 
degrade dramatically.  The crisis will happen (line A 
rises above line B) without warning.  Such 
performance degradation costs money.  It costs staff 
time to resolve.  It leads to panic purchase of 
hardware upgrades.  Perhaps most significantly it 
costs the IT department in terms of lost credibility 
with the users who suddenly receive a quality of 
service that is insufficient to meet the business needs.  
The longer term performance tasks such as reporting 
and planning avoid such costs as discussed later. 
 
Many organisations claim that for distributed 
systems, the excellent price/performance ratio, i.e. 
cheap hardware, is the way that they avoid this 
problem.  The claim is that enough hardware is 
bought to ensure that relative performance as shown 
by line A stays well below the required service level, 
now illustrated by line C.  In this way there is still 
time to take action before service levels are breached.  
This is undeniably true, but at significant cost.  
Buying enough surplus hardware resource to keep 
service quality so far within targets costs money.  In 
effect the organisation has bought redundant 

hardware.  Money has been spent on hardware 
resources that will not be used for some considerable 
time.  If this approach is taken, the IT Manager needs 
to be sure that his superiors will not be judging him 
on return on investment.  No matter how cheap the 
hardware, it will be hard to justify the expenditure of 
money to buy CPU Idle time.  Much better to use 
effective performance management techniques to 
match service quality with resources required at any 
given point in time, to avoid crises and prevent 
wasting money. 

 
The need to take the broader view and get away from 
just monitoring and alerting was supported by 
Gartner Group in a recent report, illustrated in Slide 
7. 
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An alternative approach many organisations take for 
distributed systems performance management is to 
adopt the ‘framework’ approach, believing that a 
framework product will answer all their 
requirements. 
 
For many distributed environments this is simply not 
the case.  By their very nature framework products 
are generalised tools.  They provide a wide range of 
system management functionality.  Where they score 
‘high’ for range of functionality however, they often 
score low for depth of functionality in specific areas. 
 
Their range of functionality will typically encompass 
areas such as software distribution, scheduling, 
security and others including performance.  This is a 
contrast to the niche tools in each area however.  
Such niche tools, such as performance specific 
products, offer no functionality outside their niche.  
The depth of their functionality within that niche is 
however usually greater than that offered by the 
frameworks. 
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The one area of functionality within the leading 
framework products universally seen to be lacking 
real depth of functionality is performance.  Again 
Gartner Group as shown in Slide 8 supports this.  
They recommend that for heterogeneous 
environments, those with many systems including a 
mix of operating systems, support for performance 
offered by the framework products is not enough.  
Specialist tools from specialist vendors are needed 
for the full benefits of performance management to 
be realised. 
 
Slide 9 summarises the challenges for managing the 
performance of distributed systems. 
 

Current EnvironmentCurrent Environment
•• Distributed systemsDistributed systems

•• MultiMulti-tasking staff-tasking staff

•• Less experienceLess experience

•• Rapid implementation Rapid implementation 

•• Packaged SoftwarePackaged Software
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More generalised staff skills are used to support 
many machines.  Support staff have less experience 
and detailed expertise in specific areas of support 
such as performance.  Experience and expertise are 
harder to develop due to the rapid pace of both 
hardware and software change.  The greater use of 
packaged software exacerbates this by making core 
application expertise much more remote. 
 

The reaction to this in terms of performance 
management is to take a narrow focus and miss out 
on the major financial benefits that are available. 
 

How Do We Respond?How Do We Respond?
•• Alerting onlyAlerting only

•• Rely on ‘general’ toolsRely on ‘general’ tools

•• System AdministrationSystem Administration

•• Trust the suppliers Trust the suppliers 
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All support is made the responsibility of the system 
administrator.  The system administrator is given a 
mix of short and long-term tasks to achieve, but only 
judged on the short-term tasks.  There is a 
concentration on alerting and monitoring as the only 
performance activity.  Often generalised framework 
products are implemented in the hope that they will 
adequately address this specialist function. 
Having no tools or staff looking at the longer-term 
performance issues means that when any planning is 
done, outside help is sought.  The application or 
hardware vendor, often one and the same for 
distributed systems, is asked for sizing and planning 
advice.  A better example of asking the fox to look 
after the chickens is hard to imagine. 
 
Vendors now realise that partnership is the key to 
long term profitably.  They have to react to the 
pressures that user organisations place them under 
however.  If they know that price is not an issue 
when selling the hardware and application package, 
they will size the requirement generously.  This will 
avoid having an unhappy client due to performance 
problems.  It means the client is spending more than 
is strictly necessary to support acceptable service 
levels, money that could be used more profitably 
elsewhere. 
 
If the supplier knows money is an issue, they will cut 
their cloth accordingly. Configurations will be 
minimised to keep the initial cost low.  Especially in 
a competitive situation, any supplier knows the 
critical thing is to win the business.  Even with a 
contract specifying performance guarantees, the 
supplier will still risk undersizing to win the business.  
Paying subsequent performance penalties is part of 
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the risk analysis.  Once the supplier has won the 
initial business, they will be calculating the value of 
the business over a five to ten year period.  The cost 
of providing an emergency upgrade due to a 
performance crisis six months into the relationship is 
easy to justify and write off when they know that the 
client is unlikely or unable to change horses for a 
long time. 
 
This paper will now attempt to define and cost justify 
the benefits of taking the broader, long-term view of 
performance management.  Finally it will use 
examples from organisations Metron has worked 
with to illustrate what Metron believes to be good 
practice in distributed performance management. 
 
The benefits of the different key activities in 
performance management are best illustrated with the 
Performance Pyramid.  Experience has shown that 
the higher up the pyramid, the better the financial 
return from performance management. 
 

The Performance PyramidThe Performance Pyramid

Alerting and Monitoring

Analysis and Reporting

Planning

Value to

 enterprise

Trending
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Alerting and monitoring are at the base of the 
pyramid.  Their value is in cutting the cost of crises 
when those crises occur.  The quicker a problem is 
identified and fixed, the cheaper it is to resolve.  If 
we have performance crises however, in a sense we 
have already failed.  As well as the financial cost of 
fixing the problem, there is the cost of lost credibility 
with the users.  If, as usually is the case, a 
performance problem has had an impact on the users, 
the whole IT function carries the blame, whatever the 
cause. 
 
Moving up the pyramid is a move towards more 
proactive performance management.  Regular 
analysis and reporting will enable problems to be 
identified and corrected at an earlier stage.  IT people 
have long understood that the earlier a bug is found 
in application code, the cheaper that bug is to fix.  

Likewise for performance, speed of identification is 
key.  Identifying and circumventing potential 
problems is cheaper than fixing them when they have 
happened.  Management and technicians alike will 
benefit from the learning derived from seeing regular 
and reliable performance information.  Day to day 
analysis helps staff to gain familiarity with patterns 
of behaviour on the system, enabling them to become 
more effective at understanding and correcting 
potential problems. 
 
Analysing a system on a day to day basis is a detailed 
and time-consuming activity however.  When 
concentrating on the daily detail, longer-term trends 
and relationships between different aspects of system 
performance are missed.  This is why longer-term 
trend analysis is so valuable.  By stepping back, the 
performance manager sees changes in workload 
patterns and their effect on the hardware that are not 
appreciated when looking at day to day detail.  
Extrapolating trends also gives the first glimpse of 
future performance.  From trends one can make 
assumptions of what performance problems might be 
waiting for you in the future.  Having advance 
warning like this means that action can be taken now 
to stop those problems ever happening. 
 
Trending itself has limitations however.  There needs 
to be a pool of historic data on which to base the 
trend.  As in financial markets, one has to be wary 
because past behaviour might not necessarily be 
representative of the future.  Trending also tends to 
be limited to analysis of system level metrics such as 
processor utilisation or disc space.  It is not possible 
to take account of the interaction between different 
workloads on a system and their resource utilisation. 
 
Various more sophisticated planning techniques 
overcome these limitations of trending and offer even 
greater financial benefits to those who employ them.  
The planning technique that offers the best 
compromise between accuracy and effort required is 
analytical modelling.  No longer the domain of a few 
specialists with plenty of time to spare, analytical 
modelling is now an automated process providing 
quick answers to tricky questions.  By modelling how 
a system will perform in the future as the workload 
and hardware are changed, many benefits accrue.   
Expenditure plans are tuned to service levels, 
meaning money is not wasted buying redundant spare 
capacity.  Similarly one avoids buying too little 
capacity and hitting performance crises.  Users 
benefit from a reliable and consistent service.  
Changes such as the implementation of new 
applications are made confident that performance 
will be acceptable from the start.  In areas such as e-
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commerce where a venture will live or die depending 
on the experience of clients during the first few hours 
or days, this is more important than ever. 
 
The benefits and greater value to the enterprise of 
effective performance planning are clear to see. 
 

BenefitsBenefits

•• Effective expenditureEffective expenditure

•• TimingTiming

•• Minimise Minimise downtimedowntime

•• Service QualityService Quality
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Money is not wasted on hardware resources.  
Purchase can be timed for the optimum benefit for 
the business.  Costly system downtime can be 
reduced to a minimum.  Service quality is controlled 
over time to ensure the users are happy and receive 
the level of service that the business needs them to 
have. 
 
The following slides illustrate these benefits based on 
quotations from users of Metron's software and their 
‘real life’ experiences of performance management. 
 

Effective ExpenditureEffective Expenditure

•• Avoid OverspendAvoid Overspend

•• Avoid Avoid UnderspendUnderspend

“Capacity planning without software tools is a bit“Capacity planning without software tools is a bit
of a black art and when you’re dealing withof a black art and when you’re dealing with

multimulti-million dollar budgets, even small errors-million dollar budgets, even small errors
in an educatedin an educated guesstimate guesstimate can be very costly.’ can be very costly.’

Iain Iain Allan, General Manager IT Services, OracleAllan, General Manager IT Services, Oracle
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As Iain Allan says, even a small mistake in guessing 
what you need to spend on hardware can waste 
considerable amounts of money.  Mistakes are 
frequently made in both directions: spending too 
much and spending too little. 

 
It is easy to see the wastage in spending too much.  
Hardware is bought that is surplus to current 
requirements.  In effect machine idle time is 
purchased.  This is akin to buying a full tank of petrol 
and leaving the engine running when the car is 
parked.  There is of course an opportunity cost in 
overspending.  The extra spent on resources not 
needed now could have been spent elsewhere in the 
department or company, bringing benefit to the 
business.  It is easy to fall for the lure of the 
‘hardware is cheap’ myth peddled by suppliers of 
distributed systems.  Many organisations have spent 
recent years buying the biggest and fastest box 
available.  Certainly this way you get no performance 
problems.  However, overspend by 10% on a 100 
machine network and the amount of money wasted 
soon mounts up.  Perhaps if this is your strategy it is 
just as well if you are not judged on return on 
investment. 
 
Other companies will try to run a tight ship and buy 
just enough resource to hit service levels.  The danger 
here is getting it wrong and hitting a performance 
crisis.  Don’t be fooled into thinking that a 
performance crisis has little or no cost.  It costs 
money in terms of time and resources to fix the 
problem.  If an upgrade is needed to remedy the 
situation it means going to the hardware supplier with 
an urgent demand.  Any supplier welcomes you 
approaching him in this mode as they know that the 
negotiating strength is on their side.  Underspending 
means you tend to leapfrog from crisis to crisis.  This 
means a further cost in terms of lost credibility with 
the users.  They see a level of service that is 
inconsistent and unreliable.  Each degradation in 
service, no matter what the cause or speed of 
resolution, is another stick with which to beat the IT 
department. 
 
Much better to use proven and accurate planning 
techniques as Iain Allan advocates.  In this way you 
match requirements to expenditure avoiding wastage. 
 
Especially evident in the world of distributed systems 
is the need to time the purchase of hardware well, as 
Graeme Chalklin of One2One explains.  Managing a 
farm of over 100 UNIX boxes and an increasing 
number of Windows NT servers means that timing 
hardware purchases is vital.  Continuously falling 
prices work in your favour if you use performance 
planning judiciously. 
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‘..one doesn’t want to buy too‘..one doesn’t want to buy too
soon as the chances are thesoon as the chances are the

technology may well betechnology may well be
cheaper in a month or so..’cheaper in a month or so..’

Graeme ChalklinGraeme Chalklin, Capacity, Capacity
Manager, One2OneManager, One2One

TimingTiming

•• Get it right!Get it right!
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Various figures always seem to be available 
expressing falling hardware prices.  An assumption 
of 20% per year is possibly on the conservative side 
in the current market.  Taking it as a representative 
figure for purposes of illustration, this means that 
prices fall by 5% each three months.  Thus if 
effective planning means you can delay an upgrade 
by just one financial quarter, you save 5% of the cost 
of that upgrade.  If you have a branch network with 
hundreds of machines running the same application, 
this means you save that 5% hundreds of times over.  
In the parlance of consumer marketing if you can 
delay twenty upgrades by three months, you get one 
upgrade free!  So the trick is to get the timing right to 
save the money.  Buy the hardware when the 
business needs it, not too early. 
 
Everyone knows that system downtime costs money.  
Good performance management will never get rid of 
all system downtime, but it can significantly reduce 
it.  In addition to downtime, there is the hidden cost 
of system ‘slowdown’, where performance problems 
cause degradation in response times.  Effective 
management of performance should remove the vast 
majority if not all the cost associated with system 
slowdown, if you plan ahead.  Alerting and 
monitoring is not enough as this will only help you 
manage the slowdown after it has happened. 
 
 
The Peapod Group estimates the cost of downtime 
for commercial organisations as varying between 
£10,000 and £180,000 per hour.  Personally I think 
these figures could be extremely low in the new 
world of e-commerce.  The cost of downtime is direct 
with e-commerce. With traditional systems such as 
billing or customer service, the financial cost was 
there but you kept the client.  Money was lost 
because your bills went out late, but they still went 
out and the client paid.  You lost the value of having 

that money sooner.  With e-commerce, you lose 
money directly.  If someone has logged onto your 
web site and it is unavailable or response times are 
slow, they don’t wait and log in again later.  They go 
straight to the address line and type in the address of 
your nearest competitor.  The business is lost to you 
forever. 
 

‘The cost of downtime is between‘The cost of downtime is between
£10,000 and £180,000 per hour’£10,000 and £180,000 per hour’

Peapod GroupPeapod Group

DowntimeDowntime

•• £10,000 = 99.95% availability£10,000 = 99.95% availability

Slide 15 
 
As previously illustrated, effective performance 
prediction will minimise downtime and remove 
slowdowns.  The saving will be whatever value your 
business places on that time.  What one can do is 
place the lost time in perspective.  In a 24x7, 365 
days per year processing environment, a single hour 
of downtime equates to 99.99% availability of the 
system.  Most suppliers will express pride that their 
systems will provide you with 99.99% downtime.  
The 0.01% sounds like nothing to worry about – until 
you realise it could be costing you between £10,000 
and £180,000 per machine. 
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In the end it all comes down to a simple balance, a 
balance between the quality of service you provide to 
the business and the cost that it entails. 
 
If we spend too much, we avoid performance 
problems.  This means that we are spending money 
unnecessarily, money that could have significant 
value if used in other ways.  We raise the service the 
user sees to a level in excess of their expectations.  
This superior level of service then immediately 
becomes the norm.  The users demand this level of 
service as a right because they have enjoyed it for a 
while.  Thus the error of overspending perpetuates 
itself through the life of the system, wasting more 
and more money. 
 

Service QualityService Quality

££££ Service

An acceptable level of service at a known and controlled cost
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If we spend too little, the business suffers.  The 
service level does not meet the users requirements 
and thus they cannot perform to the level expected.  
The client sees poor quality service and this hits the 
business on the bottom line in terms of lost business.  
The dangers of this loss being fatal to the business 
are all too real in the short-term, immediate world of 
e-commerce. 
 
Effective performance management, incorporating 
planning as an essential component enables you to 
avoid getting the balance wrong.  It provides a 
mechanism by which you can see what resources are 
needed at what point in time.  Efficiency of 
expenditure is maximised whether you are dealing 
with one large, monolithic mainframe or hundreds of 
distributed systems. 
 

Good PracticeGood Practice

•• Traffic LightsTraffic Lights

•• AutomationAutomation

•• IntranetIntranet

•• LocationLocation
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This paper concludes with some examples from the 
real world of strategies for performance management 
put in place by IT users recently.  They represent 
what Metron considers to be particularly effective 
policies that have derived immense benefits for their 
organisations. 
 
Traffic Lights 
 
Mention traffic lights as a management approach and 
everyone immediately thinks of alerting.  The traffic 
light approach employed for performance by 
companies such as BG Transco plc differs from 
traditional alerting in that it is a system of long-term 
warnings and alarms.  Levels of utilisation for 
various representative metrics were agreed with 
management.  Each month, reports on these metrics 
are automatically generated, with each of more than 
100 machines categorised as ‘green’, ‘amber’ or 
‘red’.  The system then efficiently manages both 
technical and managerial staff time. 
 
If a machine is rated as ‘green’, it is within warning 
levels and no further action is taken.  No reports are 
produced, so management is not burdened with 
excessive information that they do not subsequently 
use.  If the system is ‘amber’, reports are still not 
necessarily generated.  First the capacity manager 
will discuss the details with the system administrators 
to identify if this breach of thresholds of part of a 
general trend on the system, or a one-off event.  
Report production depends on this discussion.  If a 
system is rated ‘red’ reports are automatically 
dispatched to management.  This is because by the 
measures they have set, this is a system on which 
action needs to be taken.  Management knows that 
any report received about system performance needs 
action. 
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Automation 
 
One of the key features of the above traffic light 
system is of course automation.  This is the way to 
provide consistent and regular performance 
information for hundreds and hundreds of machines, 
for relatively little labour cost.  With the right 
software, the whole performance management 
process is automated.  This automation covers data 
capture on many distributed machines and its 
retrieval to a central point.  It covers its storage and 
manipulation into a performance database, creation of 
regular performance reports and their distribution to 
others as relevant. 
 
One2One provide an excellent example of this.  With 
a team of two staff they produce five monthly 
performance reports for over a hundred systems in 
the first three days of each month.  Just two staff 
manage this task.  The report distribution is currently 
still paper-based and thus a significant part of the 
three days is the collation and binding of the paper 
output.  Without the degree of automation they have 
successfully employed, the task quite simply could 
not be accomplished within 30 days unless many 
more staff were involved. 
 
Intranet 
 
The next step that One2One will take is to reduce the 
dependence on paper, improving report production 
and distribution time even further.  Oracle and Hyder 
are organisations that have taken this route, to name 
just two. 
 
For many systems, covering varying operating 
systems, they automatically produce performance 
reports on a regular basis and distribute them without 
manual intervention.  Until recently the most 
common route for distribution was electronic mail.  
This has now been passed over in both companies by 
use of the corporate Intranet.  Agreed performance 
views for systems are regularly sent to Intranet pages, 
meaning that up to date information is readily 
available to management whenever needed. 
 
Their experience has shown an interesting facet of 
human nature in relation to Intranet information.  The 
first few days see a surge of accesses to the pages as 
everyone goes to see what is available.  Over time, 
this reduces dramatically.  Some pages will hardly be 
viewed at all.  Once people have gained familiarity 
with what is there, they tend to look only at what 
information is relevant to them.  This ‘self selection’ 
is a hidden but enjoyable bonus of the Intranet based 
reporting approach.  Rather than having to divide 

information so it is distributed to the right audience, 
the audience selects the information that is relevant 
for them. 
 
Location 
 
The final factor I wish to discuss concerning good 
practice in distributed systems performance 
management is location.  Location of responsibility is 
critical. 
 
System Administrators need alerting and monitoring 
tools.  Their job is to keep the system up and running 
and healthy on a daily basis.  They need immediate 
notification of a problem if it occurs. 
 
Expecting them to manage future performance and 
capacity is asking too much.  The demands of the 
short and long term are too different.  When the 
pressure is on, the System Administrator will quite 
rightly concentrate on the short-term.  What all the 
organisations exhibiting good practice and mentioned 
in this paper have done is to create a separate 
function for performance or capacity management, 
away from the System Administrators.  As the 
examples show, this does not mean the large capacity 
management teams of yesteryear supporting 
mainframes.  It is as simple as one individual 
providing performance planning and management for 
hundreds of distributed systems.  The longer-term 
aspects of performance management sit much more 
comfortably with tasks such as configuration 
management, where the driving force behind the 
activity is not solely what is happening on the 
machine at this particular instant. 
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Conclusion 
 
The organisation of technical support has changed 
with the advent of distributed systems.  Large teams 
of individuals with specific expertise in individual 
aspects of system support have been replaced with 
generalists responsible for many machines.  This has 
changed the focus of performance management 
activities with good reason, but often not for the best 
from a financial perspective. 
 
Reintroducing some of the activities often ignored in 
distributed environments will regain the lost financial 
benefits.  The reasons for trending, planning and 
providing regular performance reporting are as 
strong, if not more so, for distributed systems.  To 
enjoy these benefits an organisation must think about 
what demands it puts on its System Administrators 
and what demands are best placed elsewhere within 
the IT infrastructure. 
 
Examples of the benefits of taking a more holistic 
approach to performance management are now 
readily available.  The emerging world of e-
commerce offers the threat of good service being 
ever more important to organisational success.  Hit a 
performance crisis on your e-commerce site and the 
business may never recover.  The need to get ahead 
of the game in performance terms is essential if your 
business is to survive and thrive.  Being alert to the 
dangers of poor performance means doing more than 
just waiting for performance alerts. 

 

 


